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eras of European commentators had less access to Egyptian art for spurious comparison 

and so designed their own interpretations.  

As Volkmann states, both Albrecht Durer and Herold choose to represent “the hours” as 

an hourglass, and have a man eating it, whereas Cousins created an image of a man eating 

a pendulum.  

 

 

Figure 47: Horapollo, )*+",'-./0*1& , Paris 1543. “Horoscopist” 

 

Figure 48: Johannes Herold, Heyden-Weldt “Hours eater” 
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Figure 49: Durer’s Man Eating an Hourglass 

Albrecht Dürer, Drawing from the Horapollo. Berlin Copperplate Collection (Prince, 

Temple guard, Horoscopist and Ingorance). From the Jahrbuch des Allerh. 

Kaiserhauses, Vol. 32. Ill. 75–82. 

These playful depictions of people eating hourglasses typify the extreme semiotic play 

which characterizes the Renaissance reception of Horapollo. In honor of this consistent 

mistranslation, I decided to create my own glyph by combining my favorite Egyptian 

determinative (A2 in Gardiner’s sign list) – { 𓀁} with the emoji depiction of an hourglass 

{ ⏳}. For the design I used Twitter’s rendering of the Hourglass emoji.  
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Determinative A2 has several meanings in Egyptian, including eat (wnm), drink (zwr), 

speak, think, recount (sḏd), refrain from speech, be(come) silent (gr), plan, plot (kꜣj), love 

(mrj) (Gardiner, 1928). It appears to be a general sign which relates to things “having to 

do with the mouth” or, with what we moderns might refer to as a Freudian “orality.” 

However, it can also have to do with intellectual activity generally, signifying the 

importance the Egyptians attributed to speech.  

The creation of this glyph subverts both emoji and hieroglyphs by creating a new 

concatenation of a Horapollonian glyph which never existed – a classical Egyptian 

hieroglyph where the figure consumes an hourglass. This glyph is taken as the symbol of 

the font “Horapollo” generally.  
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Chapter 5 

5 Calculus Ratiocinator  
Why wheels? In Chapter 1 I discussed the mechanics of how Llullian volvelles are 

brought into the 21st century. While circular data visualizations are not favored in the 21st 

century, they have been proven to help users navigate holistic tasks. In this case, the idea 

was to bring the volvelle into the 21st century — a work of digital interface design that, to 

my knowledge, has not yet been attempted. Before the construction of Horapollo 1.3 I 

had already designed several prototypes, some using Egyptian hieroglyphs, and some 

using Emoji — with some only tangentially related to the project but experimenting with 

the same form — to experiment with how the volvelle could be made digitally 

interactive. These were logged on the design visualization website Observable, and can 

be found at this link: https://observablehq.com/collection/@universalcharacter/portfolio  

Like the creation of Horapollo, I am treating the creation of volvelles as acts of research 

creation. These are experimental projects exploring how such forms can be brought into 

21st century digital media. They exist as works of web art, situated between the history of 

knowledge organization, and the modern world of linked open data. They also provide 

visually pleasing and holistically appealing means for viewing and interacting with a 

knowledge organization system — especially if that KOS is faceted and combinatorial. 

They should not be taken as final or definitive, but rather as brief creative explorations 

for the potential of a new medium. With that being said, several of them (such as the 

Ptolemaic Cosmos, and the volvelles based on the work of Giordano Bruno) do reference 

the older tradition directly, while others (such as Combinatorial Devanagari or the Cree 

Syllabary) are more experimental and directly linguistic. I encourage readers to inspect 

the digital volvelles which exist in my Observable portfolio, and interact with the ones 

there to understand the creative process for the project, before proceeding to the main 

work at https://realcharacterlanguage.world/ . 

 

 

https://observablehq.com/collection/@universalcharacter/portfolio
https://realcharacterlanguage.world/
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5.1 Portfolio 
 

 

Figure 50: Original Universal Character Language Prototype from Observable 

The first piece, “Universal Character Language Prototype” utilizes Egyptian hieroglyphs, 

gold lineation, and a forest green coloring of varying opacity. The Egyptian hieroglyphs 
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are arranged into a series of categories, loosely inspired by the power series of 2, but 

starting with the value ‘2’ twice {2,2,4,8,16,32,64}. This was based on a reinterpretation 

of the complexions listed by Leibniz in De Arte Combinatoria. Users can select what 

glyph they want to focus on in a dropdown menu, and all glyphs within 5 degrees on 

either side of the chosen glyph on any circle will be chosen in a string arranged in order 

of appearance from the innermost circle to the outermost circle. The user is then given the 

option to name this string with a unique name. Originally, each glyph linked to a wiki 

which contained a table containing all strings under the subject glyph. A log is visible 

below. 
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Figure 51: Universal Character Language II from Observable 

 

“Universal Character Language II” consists of three volvelles which represent the same 

data. This piece was the first instance where the idea of mapping between {glyph, 

lexeme, phoneme} was implemented, which became a later theme and influenced the 

construction of the font. Here a Swadesh list extended by a dataset from the PanLex 
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project was extended to include emoji and phonemes from the international phonetic 

alphabet. It was later extended to transcribe the universal declaration of human rights 

phonetically in English as emoji. 
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Figure 52: De Umbris Idearum Memory Wheel from Observable 
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Figure 53: Frontispiece to De Umbris Idearum Memory Wheel from Observable 

These pieces (Figures 51 and 52) combine the shadow wheel and the sun wheel from 

Giordano Bruno’s Llullian volvelle-based work De Arte Combinatoria, stressing the 

historical roots of the idea. The memory practitioner was meant to use the characters on 

these wheels to memorize terms or attributes and then spin them to meditate on different 

combinations between the potential terms/attributes. The larger piece is a reproduction of 

the frontispiece to De Arte Combinatoria, which had seven wheels, although it was so 

large that apparently even Bruno never used it for memorization, and instead it served a 

theoretical/experimental function for how far the art could be pushed. 

 

 



179 

 

 

Figure 54: Speech synthesis machine which constructs vowels of the International 

Phonetic Alphabet 

This piece (Figure 53) applies the form of volvelles to a discrete combinatorial task, 

composing the vowels of the IPA out of the phonetic features which form the vowel 

trapezium. This was also the first piece to experiment with elements of speech synthesis.   
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Figure 55: Volvelle which generates characters in the Cree Syllabary 

This piece applies a similar logic, with no speech synthesizer, to construct characters in 

the Cree syllabary, which is an abugida. An abugida is halfway between a syllabary and 

an alphabet and is a writing system were a consonant symbol produces a standard vowel 

sound which can be modified by diacritics or other markers (Bright, 1999).  
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Figure 56: Volvelle which uses Sanskrit Linguistic Features to generate characters 

in Devanagiri 

This piece applies the same principle as the preceding two to construct and abugida for 

Devanagari using the traditional Sanskrit terms for phonetic features. 
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Figure 57: Map of the Ptolemaic Cosmos 

This piece returns to the astrological roots of the volvelle to construct a model of the 

Ptolemaic cosmos which spins. This piece is not interactive. 
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Figure 58: Two Hieroglyphic Speech Syntehstis Machines 
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These two pieces “Cyclical Hieroglyphic Speech Synthesizer” and “Cosmic 

Alethiometer” combined self-recorded “speech synthesis” engines, with recorded 

monophones, and smaller versions of the emoji wheels from previous versions. The 

attempt was to see if simpler versions of the volvelles could be created. 
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Figure 59: Day/Night Wheel 

This piece explored how associations could be made between classes and instances based 

on position. 
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Figure 60: First Use of the Term “Horapollo Ontology” to create a wheel 

This piece expanded the previous work “Sun Wheel” to explore how subclass relations 

could be made with hieroglyphs and positions. This was the first instance of the idea of a 

“Horapollo” Ontology.  
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Figure 61: First Use of Wheels to Represent Information from Semantic Web 

Embeddings 

This piece expanded the previous one to include vectors based on precomputed 

embedding coordinates for the DBpedia URIs of each glyph which would be contorted as 

the wheel was spun. The idea here was to experiment with contorting a vector in an act of 

rotation. 
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Figure 62: Beginning of the Good Neighbour Explorer 

This piece was the beginning of the “Good Neighbour Explorer” produced for the 

Warburg Institute to explore their catalogue and now hosted here: 

http://realcharacterlanguage.world/GoodNeighbor.html  

 

http://realcharacterlanguage.world/GoodNeighbor.html
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Figure 63: Emoji, Hieroglyphs and Horapollo 1.1 as a browser for Image Snippets 

RDF Embeddings 

   

These three pieces render the same classes in emoji, hieroglyphs and the first custom-

made Horapollo font, Horapollo 1.1. They add several features allowing users to select 

how many wheels they want to include, and how many views they want to include 
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surrounding the wheels. The dataset it indexes contains images, so the images appear 

surrounding the wheels and allow users to browse multiple images simultaneously.   

 

   

Figure 64: Horapollo 1.2 Playground — including logical operators as vowels 
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Figure 65: Horapollo 1.3 Playground 

These two font explorers showcase Horapollo 1.2 and Horapollo 1.3 respectively. 

Horapollo 1.1 was an incomplete font whose images were arbitrarily chosen to fit the 

volvelles, and thus typing in it was impossible. Horapollo 1.2 was a complete font, based 

on a Swadesh list, and whose vowels were operators from simple predicate calculus. This 

was later deemed to be too complex, and Horapollo 1.3 was created so that all characters 

were Real Characters.  
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Figure 66: Explorer of GloVe embeddings using the 4 Elements. 

First to implement prototype/exemplar theory for indexing.  
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The final volvelle produced was the 4 elements GloVe explorer, which indexed the 

GloVe dataset using a new method where each circle represents the similarity of one of 

the four elements to every other element in the dataset. Thus, the glyphs can be used to 

inspect the dataset from four different perspectives. This volvelle had no semantic 

relations between the glyphs.  

 

 

 

Figure 67: The Good Neighbour Explorer 
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Figure 68: The Good Neighbour Explorer with Retrieved Items 

As part of the Beautiful and Useful project, I built my first volvelle that was not in an 

observable notebook but had its own website. This was the Good Neighbor Explorer, 

designed to explore the serendipity of the Warburg Library Catalogue. The form of the 

volvelle takes its shape from one of the Institute’s logos, and the colors were taken from 

Anna Gialdini's paper “The Warburg Library Classification in its Context” which, 

according to Gialdini’s research, corresponded to those exact subject headings in the 

catalogue.  

The Good Neighbor Explorer allows you to deform the Warburg Institute's Library 

Catalogue, but in a consistent way. The ten main categories of the Warburg Catalogue are 

in the blue table, together with the floor of the institute they are shelved under. As visitors 

to the institute will know, each floor corresponds to the progressive tetrad of Word, 
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Image, Orientation and Action, but these are also the top-level categories of its library 

catalogue. 

The unique principle of the Warburg Catalogue is the "Law of the Good Neighbor" which 

says that the book that one finds will be shelved next to the book one was looking for. 

The great secret of the Warburg's Catalogue from an information organization 

perspective is that this is done simply through the categories themselves, not through any 

properties or keywords attached to the categories. This goes back to the idiosyncratic 

nature of Warburg's original collection, but those who have followed in his footsteps 

certainly seem to have continued this logic of association. Books are shelved according to 

a kind of sympathy among their contents, rather than based on an arbitrary classification 

schema. 

This little thinking machine allows you to create new Good Neighbors every time you 

imagine a new Warburg Library. What would the library look like if "A - Philosophy" 

was considered as associated with "Image" rather than "Word"? Spin the wheel and find 

out. Each time you spin the wheel, a new imaginary Catalogue is generated, and you 

receive four "Good Neighbors," one for Word, Image, Orientation and Action. Clicking 

through the links will reveal to you where they are actually shelved in the Warburg 

Institute. You can also use this machine to orient yourself. You can spin the wheel and 

receive four book recommendations and then head out into the physical institute to see 

what other Good Neighbors the library has in store for you.  

This project was essential for thinking with serendipity and had an influence on how I 

conceptualized serendipitous browsing for subsequent volvelles that I built.  

 

5.2 Statement on the Use of Generative AI 
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For the production of the final wheels, I used some generative AI in a limited, ethical 

fashion, abiding by Western University’s “Provisional Guidance for the use of Generative 

AI in Graduate Studies.”  

 

As seen here: (https://grad.uwo.ca/about_us/policies_procedures_regulations/ai.html)  

For none of the volvelles before “4 Elements Glove Explorer” did I use any generative AI 

to produce or modify any code in the d3.js coding language; they were all solely my 

work. For the volvelles “4 Elements GloVe explorer”, “Good Neighbor Explorer” and the 

final realcharacterlanguage.world website, I did use Generative AI to generate code to 

translate some functions which I had written in Python to d3.js. Most of these volvelles 

remain my own work: for instance, the most complicated part of the volvelles, the drag 

function, was entirely my own work, and generative AI at the time was incapable (I 

believe) of writing or editing such a function.  

I did use generative AI, however, to translate a set of fuzzy logic algorithms originally 

written in python into the d3.js programming language. This became the functions 

“getFuzzyVectorFromFormula”, “getPredicateVector”, “unifyVectors”, 

“getTopMatches”, “updateTable” and the functions relating to “glyphsInInterval.” 

However, the drag function was designed by me, and the arc paths were based on earlier 

volvelles that I produced on the Observable website, visible from my observable 

portfolio. The program “RepresentatonCount.py” in Appendix G contains code that I 

wrote myself that was later made more efficient by putting it through ChatGPT — both 

are extent, and the original code is commented out. 

For the functions that I translated from generative AI, I had already designed and tested 

the mathematics behind those functions in other programming languages, and used the 

tool simply to translate them into D3.js. I believe this fits under the Integrity facet of 

Western’s AI use policy: “Regardless of generative AI use, graduate students must think 

through their central research problem, scholarship, creative endeavour, or learning 

activity themselves.” In no sense did I permit AI to “design” a function for me: I went to 

great lengths to design these functions over the course of several years, and I am fully 

https://grad.uwo.ca/about_us/policies_procedures_regulations/ai.html
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aware of the functionality of my work and am capable of taking accountability for and 

defending it. However, in the interest of the value of transparency as listed on the site, I 

believe I must disclose all use of generative AI in the production of this tool.  

I also use my own machine learning algorithms, which I train on various batches of 

Wikipedia articles. This algorithm is the Wikipedia2Vec algorithm, which I describe 

below. The use of this algorithm involves dedicated python environments on my personal 

computer and is different from the use of a publicly available generative AI models. I 

also am able to supervise the inputs and outputs of these models. The python program I 

wrote to derive exemplars is also my own work, based on my own theoretical 

assumptions.  

I hope it goes without saying that no Generative AI was used to write or brainstorm this 

thesis. Where I have used AI tools it has been in a limited fashion to complement a pre-

existing codebase I had already created. I believe this is a responsible use of generative 

AI, as I can be held accountable for how I used it, and can directly assess its impact on 

work, which remains my intellectual property.  

 

5.3 How the Wheels Contain Information 
 

Inside every machine learning model, there is a multidimensional space. This space 

contains so many dimensions more than the 3-4 that we are used to conceiving, that it is 

difficult for our minds to grasp.  A machine learning model will position documents, for 

instance, within this vast multidimensional space, where similar ones are close together, 

and different ones are further apart. In order to explore the biases that are contained in 

these uninterpretable and abstract spaces, I use an algorithm to project the space down 

into a circle. In order to project the space into a circle, the method selects a set of 

exemplar documents which are related to a common theme, and then maps similar 

documents onto different positions on the circle.  
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Circles have neither a beginning nor and end, but, by convention, we mark them as 

stretching from 0 to 360 degrees. This constitutes an angle of rotation. When we map 

documents based on their similarity to a theme to a circle, the documents become less and 

less similar the further along the rim of the circle you rotate, until you hit 360, at which 

point you suddenly flip from absolutely different to back to the starting position.  

In this way, we are able to understand bias. If we encounter beings, concepts, ideas or 

documents on our journey which seem out of place — i.e., something very unrelated in 

the everyday world, or something that, in our intuition, seems similar to our category in 

the abyss, that could be evidence of a bias.  

Thus, by mapping these spaces onto circles, we are able to use wheels to explore the 

biases that are contained in these multidimensional spaces which machine learning 

models produce. I tentatively call this aspect of the wheels “bias interrogation” and view 

it as a promising potential avenue for this method of indexing. However, further work is 

needed to test how methods such as this could reveal bias, and whether the biases that 

they reveal conform to user intuitions — the idea being that if they do, such techniques 

could potentially be used to alter the relationships after the fact, and empower users to 

change harmful biases in their systems. To test these hypotheses, qualitative research 

involving human participants, with user studies and interviews, would probably be best. 

Such research is outside the scope of this dissertation.  

A discussion of “taking a multidimensional space and mapping it to a circle is very 

abstract. A great way to think about it is to visualize it. The following is a Petrie diagram 

of an 8-dimensional cube, created by Tilman Piesk on Wikipedia:  
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Figure 69: Petrie Polygon for 8-dimensional cube 

Petrie diagrams flatten multidimensional shapes into two-dimensional diagrams that we 

can see, in order to view the higher dimensional relationships which are difficult for us to 

understand. To transform this 8-dimensional cube into a circle, imagine that each one of 

the points in the diagram is a document. We select one of these documents as an 

exemplar on a theme. For instance, let us say we are interested in trees, so we select a 

blue dot which is a document about Pinophyta, the Linnaean family of Pine trees. It is 

located in this complex, 8-dimensional space, on a web of relationships to other 

documents which is too difficult for us to comprehend. Instead of trying to understand it, 

we measure the angle of rotation from this document to every other document in the 

space (as you can see the space is slightly circular). Now we have all the documents 

located at different points along a circle.  
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Then, when we move our tree exemplar around the circle, we can browse the 

relationships of all the different documents along a single dimension, which we can 

understand. Here is a dummy example about trees at 90 degrees: 

 

 

Figure 70: Horapollo playground with Volvelle for a Tree 
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By rotating things through the space, we can find related documents, even when the webs 

of relationships connecting the documents are incredibly complex and intertwined. This 

allows us to reveal biases in the positions that are difficult to interrogate in a 

multidimensional space. I hope to explore the promising research questions this inspires 

in future research, and test some of these questions about bias interrogation with further 

research. There follows a more technical and philosophical explanation of how I reached 

this theory of indexing.  

 

5.4 The Symbol Grounding Problem 
 

In the first work called Universal Character Language Prototype, above (Figure 50), the 

wheels were conceived of simply as a combinatorial system for discrete logic. On each 

wheel, a set of classes are written. The classes which fall under classes on the inner wheel 

are interpreted as subclasses. This is the interpretation of a simple sunburst diagram 

(Tufte & Graves-Morris, 1983). In the era of Llullian Volvelles, there were no subclasses 

in the diagram. There were the same number of classes on each wheel, and spinning the 

wheel performed one operation, combining classes. As Maat indicates, this action of 

combining classes in Llullian volvelles was not formal, and it was not as sophisticated as 

the current Boolean algebra of AND, OR and NOT (Maat, 2004). Classes that were next 

to each other were combined with each other. Thus, as we saw in Chapter 2, in the Book 

of the Gentile and the Three Wise Men, Llull describes the combination of Greatness-

Goodness as being the omnipotence and the omnibenevolence of God, and he provides a 

theological discussion of the significance of the conjunction of these two ideas.  

The sunburst diagram has the logic of subclasses, or kinds of taxa, which we are familiar 

with from knowledge organization; most ontologies have a taxonomy of subclasses as a 

“backbone” within which other property relations are grounded (Van Rees, 2003). The 

first piece in the series “Universal Character Language Prototype” conflated these two 

ideas, by creating a poetic taxonomy/thesaurus loosely arranged in binary oppositions, 
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where conjunctions of glyphs produced strings with no hierarchical arrangement of 

meanings. This process is entirely discrete: even though it uses geometry as a visual tool, 

the wheels themselves are not tied to any underlying information geometry.  

Later versions of the volvelles operated over an embedding vector space of information. 

Word embeddings are multidimensional feature spaces, where each word is assigned a 

value for a number of n features, where n is usually large, >100. When word embeddings 

are produced by algorithms like word2vec, GloVe, BERT or SKIPGRAM (Almeido and 

Xexeo, 2019), the features typically do not have any meaning which is interpretable by 

humans. Other feature spaces have dimensions which are human-readable.  

The symbol grounding problem from Steven Harnad (1990) on how to ground symbols in 

a formal symbolic ontology or language when we do not know what meanings that to 

which the symbols refer. In this case, the main symbol-grounding problem is how to map 

the symbols of the ontology to the vector space so that the ontology can be used to 

browse the vector space. The ontology adds structure to the vector space and makes it so 

that the vector space is readable. Ideally, the ontology would form the labels on the 

features in the vector space, so each term in the controlled vocabulary describes a feature 

that every instance partakes of to some degree.  

There is no formal or algorithmic way to define metadata categories, because metadata 

always has an element of “aboutness,” which is contextual, and specific to the act of 

indexing (Hutchins, 1978). However, for very large datasets, it may not be convenient to 

label every word, document or datapoint manually. In addition, with a pre-defined 

vocabulary of concepts, it is not obvious how to relate the controlled vocabulary to every 

existing term. 

Cosine similarity, as a function, can provide a bridge to unite an automatic method with 

manual indexing. Cosine similarity is used in many similarity algorithms for data in 

vector spaces to determine the extent to which one item is similar to another (Lahitani et 

al, 2016; Xia et al., 2015). Cosine similarity measures the cosine of the angle of rotation 

between vectors in a multidimensional vector space. The angle of rotation between 

vectors in the space is taken as an expression of how similar they are, or the “distance” 
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they have in the space. This approach ignores a vector’s magnitude. Recent research 

(Steck et al., 2024) has uncovered that cosine similarity may be a poor way of 

demonstrating similarity between data-points, and the dot product or Euclidian distance 

has been shown to be superior; nevertheless, cosine similarity remains an industry 

standard for quantifying semantic similarity across datasets.  

For the first volvelle projects up to 4 Elements GloVe explorer, cosine similarity metrics 

were used rarely, if at all. Instead, the dimensions of the vector space were reduced using 

principal component analysis into two dimensions, and then the embeddings were 

translated from cartesian to polar coordinates. The circular volvelles then operated over 

this space.  

There are many methods for finding “semantic axes” within a vector space (Sorzano et 

al., 2014), such as principal component analysis, singular value decomposition, or t-SNE, 

reduce a multidimensional vector space into an equivalent one with a smaller number of 

dimensions. However, the dimensions have often even less meaning that the original 

distribution, and there is no simple way to align them to a certain semantic category, or 

term, without manually labelling data.  

Principal component analysis (PCA) takes a vector space with a large number of 

dimensions, identifies “principal components” or axes of rotation, and uses them to 

translate the information to a smaller, more manageable vector space with fewer 

dimensions. The problem with this is that there is a certain amount of information loss 

which is unavoidable. Large embedding vector spaces already arguably only preserve 

some kinds of semantic information (the distribution of a word in a semantic space 

already only represents it occurrence within a corpus of documents, rather than the 

absolute, formal semantics familiar to philosophers of language, linguists, and 

information scientists concerned with ontologies.). 

 

When earlier versions of the volvelles were layered over a smaller vector space in polar 

coordinates, a lot of information was lost. There also needed to be a way to anchor the 

glyphs, which have positions in the polar coordinate space, to the underlying space, in 
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such a way that it had meaning. This was a nontrivial task, and the first versions of the 

volvelles which used embeddings were entirely arbitrary: there was no natural relations 

between the categories which divided the circle, and the points contained within it.  

While a natural choice for such a task would be a clustering algorithm which would herd 

the data into predefined locations, these were discarded due to the judgment that there are 

few clustering algorithms which I knew of that would herd the data into pre-defined 

locations. Beginning with the HCI Fork of Universal Character Language Prototype 

models, a strategy was chosen where an exemplar item was chosen from the dataset, and 

items that were located near those items were selected when certain characters were in 

one of four “views.” The issue this had is that it made the volvelle interface largely 

symbolic; although the embeddings were still stored in polar coordinates the location of a 

glyph on an axis of rotation was replaced by a discrete factor of being either present or 

absent in a view space. The glyphs that were present in a space had their locations 

combined and then random images close to that location were selected. This was great for 

serendipity, but had the effect of obscuring the logic of the vector space itself, and 

making the choice of a volvelle interface arbitrary.  

Ideally, what was necessary was a way to make a vector space whose axes were 

semantically labeled. In this case each feature of the vector space would correspond to 

one of the glyphs. Transformations of the glyphs on the volvelle would then correspond 

to transformations of the underlying vector space. Unfortunately, short of manually 

labeling axes or using explicit data collection methods to build a semantic featurespace, 

there was no silver bullet to automatically align the axes of a vector space with pre-

determined features, although several methods have been tried, particularly with kernel 

spaces for clustering algorithms. For the purposes of this dissertation, I will discuss 

philosophical problems with taking items in a space and relating them to features of a 

vector, rather than algorithmic issues. 
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5.5  The Problem of Intension in Philosophy of 
Language 

 

A vector space is a multidimensional space, and everything that is classified by it is 

contained as a point in that space. Alternatively, one can think of each object as a vector, 

with a direction and a magnitude. With LLMs, the dimensions of the space are 

stochastically generated. 

For most classification tasks, classes are viewed as clusters of points which occur in close 

proximity in the space. This view theorizes dimensions of the space as features or 

properties of a point in the space, and class membership is determined by points which 

are located close to one another. Different clustering algorithms (such as K-means) have 

parameters which determine the size of a given cluster (Ahmed et al., 2020), changing the 

granularity by which items can be classified; however, like LLMs, those clusters are not 

human readable and have to be interpreted by a human being to align them with intuition. 

Alternatively, some practitioners draw clusters manually for manual classification. 

Inspired by the algorithm FALCON (Tang et al., 2022), which used fuzzy logic operators 

and intensional logic to create an embedding space defined by an ontology, I sought to 

create an embedding space where each item was an instance defined by a knowledge 

organization system, and each features was a degree of membership — using a method 

which was computationally less expensive than FALCON.  

Fuzzy logics are forms of logic which reject the law of the excluded middle (Zadeh, 

1988). Most logical propositions are either true or false. In fuzzy logic one can represent 

degrees of truth, with infinitely many gradations of truth between 0, or ‘false’ and 1, or 

‘true.’ This also allows for probabilistic reasoning over logical propositions — which was 

the motivation for Tang et al.’s paper. An ontology is essentially a set of logical 

propositions, and by embedding it in a fuzzy logic algebra, they created systems which 

could train machine learning models in the way reasoners function in ontologies. They 

model fuzzy logic operators as a t-norm, an approach I also take here. I also took this 
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approach in forthcoming collaborative work with Zhirov et al. on fuzzy query building, 

where I supplied some python scripts which modeled fuzzy logic operators as t-norms.  

Taking additional inspiration from the WordTour algorithm (Sato, 2022), the initial 

attempt was to take a vector space and reduce it to a single dimension, and then perform 

fuzzy logic operations over that vector space (an explanation of fuzzy logic is included 

below). However, we ran into a problem whereby we were combining not classes with 

explicit members, but instances of classes whose functions of relation to other points in 

the space was similarity.  

In working with Zhirov et al., we had run into the problem originally defined by Gottlob 

Frege, which led to his invention of the Begriffsschrift and the invention of modal logic 

(Fitting, 2022). What does it mean for two classes with no members to be equivalent? 

This question is in fact essential to the question of taking an ontology, such as the 

hierarchical structure that the arguments of the Real Character Language have been built 

into and assigning a membership function for every item in a vector space. One wants 

this membership function to be fuzzy, in that not every item will be truly a member of the 

space.  

In order to get around Frege’s problem, I take a metaphor (which I describe in Chapter 1) 

from the functionalist theory of translation studies, where I think of classification not as 

an act of assigning sets to members, but as an act of translation, and where translation is 

not a naive formal equivalence between classes (which falls into Frege’s paradox of 

intensionality, and has been highly critiqued in functionalist translation studies) but as a 

relationship of instantiation. Not classification, but translation; not equivalence, but 

instantiation.  

This creates a non-hierarchical method of defining membership in a set by conceiving of 

membership as an act of translation. The question remains how to map classes in a 

predefined knowledge organization system to an embedding vector space.  
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5.6 Exemplars and Prototype Theory 
 

Similar to Frege’s problem of intensionality, there are a number of problems in 

philosophy of language and linguistic semantics relating to intensionality in lexical, not 

formal semantics. These are problems of ambiguity and vagueness and are most clearly 

embodied in the Sorites Paradox.  

The Sorites Paradox can be stated as “how many grains of sand does it take to create a 

heap?” and embodies a fundamental problem both of language and of library 

classification (Sorensen, 2023). In other words, there is a property of heap-ness which has 

a fuzzy boundary. One cannot say precisely how many grains of sand it takes to call an 

entity a heap; however there is some point at which it ceases to be a set of singular grains 

of sand and begins being a heap. This is contextually determined. 

Another instance is value adjectives such as ‘tall.’ Someone who is tall for a 6-year-old is 

different than someone who is tall for a basketball player. These problems extend to all 

sets in general, and are a representation of the impossibility of creating an adequate 

definition for any word that will apply universally across all circumstances.  

Even for words which are not inherently vague adjectives, there are serious problems 

with set membership. For instance, consider the noun ‘chair.’ One can write a series of 

propositions which must obtain to classify an object as a chair: it must have four legs, it 

must have a back, it must be something for sitting on. All of these propositions fail 

because there are objects of which this is true that are not chairs, or chairs with four legs, 

chairs without backs, and if someone sits on a stone in a forest and uses it for sitting, does 

it become a chair? The problem of determining when to classify an object as a ‘chair’ and 

what set of properties it must have to become a ‘stool’ is then impossible.  

Traditionally cognitive linguists have avoided this problem by discussing the theory of 

prototypes and exemplars (Lakoff, 2007; Rosch, 1973; Givon, 1986; Geeraerts, 2006). 

The purpose of cognitive linguistics in forming this theory is not to discuss best practices 
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for constructing classification systems and linked open data, or even to form a theory of 

classification, but rather it is a theory of how the lexicon functions in human cognition. 

According to this theory, rather than storing a set of logical propositions in our minds 

which record the attributes of every word in our internal language, we remember a 

prototypical exemplar of the meaning of a word and relate our intuitions about what a 

word means to that prototype. Thus, the meaning of the word ‘bird’ would bring up an 

image of a bird in the memory (an important part of this theory is that exemplars are 

stored as sense percepts, usually imagistic) with other birds ranked based on how birdlike 

they are in relation to the exemplar — for native English speakers, perhaps this bird 

would be a robin. 

 



209 

 

 

Figure 71: Prototype Theory diagram of how speakers remember concepts related 

to birds. Diagram originally from Eleanor Rosch (1973) on prototype of “Bird” 

In this case, we can use exemplar theory to form a theory of classification which defines 

a class based on an exemplar object, word, document or datapoint in a given embedding 

vector space. The advantage of this approach is that there is no one method for defining 

an exemplar. One can use existing standards of literary or philosophical warrant for 

selecting an exemplar of a class from a set of data. Alternatively, one could use linguistic 

methods, such as if a class is called by a specific name, anything in the dataset which 

precisely matched the name can be an exemplar.  
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Once you have your exemplar you take the cosine similarity from that exemplar to all 

other items in the vector space. This defines a new feature, where every item is 

“classified” according to its similarity to that exemplar. This form of classification is 

based on the idea of translation as instantiation described above and uses the idea of a 

prototypical warrant, based on prototype theory from cognitive linguistics, to classify 

entities. This approach could be used for either automatic or manual means of defining 

exemplars. Additionally, one can choose multiple exemplars, and average the resulting 

similarity scores together. One could apply different exemplars for different languages, 

reflecting different linguistic contexts, or even come up with meaningless, spurious or 

subversive exemplars by selecting an exemplar which is the opposite of a class’s 

meaning.  

Once a set of cosine similarity functions have been defined over the dataset, in order to 

visualize them using a volvelle we take the arccosine. This maps the cosine similarity 

scores to a circle, while also preserving the meaningfulness of the features. We can store 

the position of every item around a unit circle using either radians or degrees, although 

degrees are preferred, because as we shall see we will take the position of an item in a 

space in degrees to represent its “degree of membership” in a fuzzy logic Boolean 

algebra, allowing us to simulate post-coordinate indexing using t-norm functions. 

Pseudocode for this procedure is presented below. 

PSEUDOCODE 

Load Wikipedia embedding dataframe in pandas dataframe 

Load list of exemplar articles in pandas dataframe 

 

Convert all the entities in the Wikipedia embedding dataframe to a 

list 

Remove the entities from the Wikipedia embedding dataframe, 

keeping them as a list 
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FOR article in list of exemplar articles 

 Clean the names replacing whitespace with underscores 

 Take the arc cosine of the cosine similarity of the exemplar 

article to every other article in the dataframe 

 Define this set of cosine similarities as a new column in the 

second dataframe with the exemplar article as label 

 

FOR all the entities in the new index 

 WHILE they are labeled as an article by the tag 'ENTITY' 

from Wikipedia to Vec 

  Leave them in the dataframe 

 ELSE 

  Drop them from the dataframe #This can be 

disabled for applications where we want to index words as well as 

documents 

          #This is contingent on the 

Wikipedia2Vec Algorithm. Other embedding algorithms will not 

have these features 

Export the new index as a .csv 
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5.7        Fuzzy Logic Operators  
 

We now have a set of words in a feature space, where each dimension of our feature 

space is a class in a KOS. We can measure the angle of each word to represent its degree 

of similarity. Because the arc-cosine of our cosine similarities only give us an angle of 

relation between 0 and 180, a secondary script is run to normalize the space to stretch 

between 0 and 360.  Pseudocode for this script is presented below: 

 

PSEUDOCODE 

Load cosine similarity matrix as dataframe 

FOR each column in the dataframe 

 Remove the lowest entity from each column in the 

dataframe 

 Subtract the minimum value from each entry in the column 

 Divide it by the difference between the max and the min 

 Multiply by the difference betweent he max and the min 

and add the min back in 

 Add each rescaled column to a new dataframe 

Export the data as a .csv 

 

 After this procedure is applied, this means that things which are at 0 degrees are very 

similar. Things which are at 360 degrees are very different. We can also treat this as a 

continuum between 0 and 1 and invert it by taking 360- the angle and then dividing by 

360. We now have a set of features which we can do fuzzy logic computations on.  
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The typical way of modeling Boolean Operations in a fuzzy logic space is using t-norms. 

The t-norms I have selected model AND, OR and NOT in the following fashion: 

 

AND – AND is simple multiplication, i.e. (CLASS1 * CLASS2) 

OR – OR is CLASS1 + CLASS2 – CLASS1 * CLASS2 

NOT – NOT Is 1-CLASS1  

 

Thus if we have a set of classes ‘ANIMAL’, ‘VEGETABLE’, ‘MINERAL’ and we have 

some objects, such as  

 

‘CAT’, ‘ANIMAL’: 0.9, ‘VEGETABLE’: ‘0.2’, ‘MINERAL’:0.1 

‘STIBNITE’, ‘ANIMAL’:0.1,’VEGETABLE’:0.2,’MINERAL’:0.8 

‘LETTUCE’, ‘ANIMAL’:0.2,’VEGETABLE’:0.9,’MINERAL’:0.1 

‘CARNIVOROUS PLANT’,’ANIMAL’:0.5,’VEGETABLE’:0.5, ‘MINERAL’:0.2 

 

With carnivorous plant being equally animal and vegetable purely for the sake of 

argument and not implying any taxonomical reality in contemporary biology — 

performing t-norm operations on these classes, for instance ‘ANIMAL’ AND 

‘VEGETABLE’ involves multiplying every single value in the ‘ANIMAL’ field for each 

instance by every single value in the ‘VEGETABLE’ to create a new category. You 

could then rank our four instances by highest score in these categories. For this example, 

‘CAT’ and ‘LETTUCE’ each have scores of 0.18 (0.2 * 0.9) while ‘CARNIVOROUS 

PLANT’ has a score of 0.25 (0.5 * 0.5), which puts it at the top of a ranked list; it is the 
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item that is the best exemplar for the combination ‘ANIMAL’ AND ‘VEGETABLE’ in 

this toy dataset. That is the logic behind a fuzzy implementation of Boolean operators.  

Based on how fuzzy implication is modeled, I model subclass relations as 

NOT(CLASS1) OR CLASS2, where CLASS1 is the parent and CLASS2 is the child 

class. The justification of this is as follows. 

X ⊆ Y is equivalent to ∀x (P(x) -> Q(x). The fuzzy universal, or  ∀	can be considered as 

the infimum of a set, which is the minimum in this case due to the presence of every 

instance as a member of every class. While the infimum (lowest value of inherence of all 

the instances in the expression) will give us a degree to which one class is a subclass of 

another, this can be ignored for calculating the relations between all the instances. Thus, 

we can consider subclass relations to be CLASS1 -> CLASS2 as a relationship of 

material implication. 

Material implication P -> Q is logically equivalent to ¬P ∨ Q, which	means	we	can	take	

NOT CLASS1 OR CLASS2 as an approximate subclass relationship, applying NOT 

before OR.  

In practice, even when we allow multiple kinds of warrant for selecting exemplars from a 

vector space dataset, selecting exemplars can produce a lot of unwanted bias in our data. 

We want a way to explore this bias and perform operations for other items in the dataset 

which can allow us to perform Boolean operations or even simple predication over items 

in the dataset which are not as similar to our exemplars, offset by a specific amount. Both 

sliders and volvelles provide a way for visualizing this offset, as explained below.  

 

5.8    Volvelle Conjunctions over Wikipedia Space 
 

The following prototype is a proof-of-concept for the creation of an interactive volvelle 

which uses the Horapollo ontology to parse an embedding vector space of Wikipedia 

articles and words. The vector space chosen is Wikipedia2Vec (Yamada et al., 2020), 
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which uses word2vec to make a vector space of words and articles on Wikipedia in 

multiple languages. For ease of purpose the ‘English’ Wikipedia dataset was chosen, and 

exemplars were chosen for each of the 26 characters of Horapollo by matching the name 

of their CLLD concept set name with an English word in the dataset. Then the cosine 

similarity of each word to every other entity in Wikipedia2vec was taken. Following this, 

the first 10,000 entities were taken from the very large dataset to make the size 

manageable to visualize online. Because the exemplars were words rather than 

documents, the dataset was biased towards words. A later version was produced solely 

with documents.  

To make this version more user friendly, a free-text interface with no Boolean operators, 

and only simple predication was created. This means that the system would take the 

average of any characters entered in the field to return similar words. For instance, here 

are the top words returned for the character ‘I’ which means ‘Water’ {I} 

 

Figure 72: Horapollo playground for ‘Water’ 

Here are the top terms for the character ‘O’, which is ‘Fire’ {O} 
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Figure 73: Horapollo Playground for Fire 

There are clearly some biases towards war in this dataset.  

Here is what happens if we type the characters ‘IO’ {IO} Note that order does not 

matter, so as of right now there is no difference between ‘IO’ and ‘OI.’ 

 

Figure 74: Horapollo Playground for Fire + Water 

As you can see, the terms return a mix of the top terms for fire and water. One can also 

do this for nonsensical phrases which only have meaning in the Latin alphabet for a 

speaker’s language, but no intentional semantics. For instance, the first clause of the 
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Declaration of Independence “When in the course of human events” {WHEN IN THE 

COURSE OF HUMAN EVENTS} , yields: 

 

Figure 75: Horapollo Playground for a longer expression 

‘Dragon’ is an example of a curious emergent word, which occurs in the top 10 of none 

of the characters used to type the phrase, emerges out of their combination as a 

semantically similar concept. In this case, the semantics of this phrase are coincidentally, 

and are driven by the arbitrary nature of the writing system.  

However, due to the baked-in nature of the bias in this system, the glyphs are not too 

expressive. Construction of words longer than three characters tends to recommend 

similar ideas. For this reason, the volvelle allows for the manipulation of individual 

characters. Here is an example using the character “I” {I} from above.  
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Figure 76: Offsetting Water by 90 degrees 

{I} at 90 degrees 
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Figure 77: Offsetting Water by 180 degrees 

{I} at 180 degrees 


